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Summary of my talk...
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Bits 
to 

Data

Data Generation

Data Logistics

Data Analysis and Storage

Science Instruments, Sensors
like Light Sources.

Data Transfer Nodes at user facilities, Networks,
Data streaming, Orchestration etc.

Both at BES and ASCR facilities
Algorithms (CAMERA++), HPC Systems, Analytics Software Stack, HPSS etc. 



What is changing?
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Network Performance
(End-to-End Data) 

Workflow performance

Human manageable Automation

Experience (gut) Driven
Analytics 

Driven

Fixed/
Scheduled

Flexible/
Interactive



End-to-End Data Workflow Performance



Pacific Research Platform: Leveraging the 
ScienceDMZ architecture 



What is changing?
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Human manageable Automation



Scaling up needs Automation at all layers

Scale up the application layer management at 
DTNs/Fionas

SENSE 
DTN 
Resource 
Manager

SENSE 
Network
RM

SENSE 
Network 
RM

SENSE project automates the 
provisioning and resource 
allocation of the network and 
DTNs end to end



Orchestration and Automation a key ESnet6 
component
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What is changing?
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Experience (gut) Driven
Analytics 

Driven



Long Term Capacity Planning: going from gut to 
analytics

 

• Major planning task is ESnet6.
• Trans-Atlantic capacity also being analyzed.
• ESnet6 and TA circuits have significantly more 

complicated procurements compared to a backbone or 
site bandwidth augmentation.



History is not always a perfect teacher...

Mar 2019
(Actual)

29+yr historical 
growth trend adjusted 
(transposed) to last 
actual (Mar 2019)



• Extrapolate the growth for each router (using an ARIMA model on the 64-month 
data) and predict ingress traffic volumes per month out to 2025.

• For each snapshot in the future (e.g. Jun 2021, Jun 2025), scale the sum of the 
individual router totals to the adjusted 10 year historical growth trend.

• Utilize the NetFlow PE-to-PE data to determine the “spread” of traffic from ingress 
PE router towards the egress PE router(s) creating a traffic ratio matrix.

• Take the predicted scaled router ingress traffic, determine the egress router and 
corresponding traffic ratio, perform (SPF) path computation for ingress-to-egress PE 
routers using ESnet6 service topology, and add the bandwidth usage to the 
appropriate links.

• The result is a network topology showing predicted 30-day average traffic utilization 
per link based on ideal path-finding results for the targeted future date.

ESnet6 Capacity prediction process



ESnet Confidential – Do Not Redistribute

ESnet6 Day-1 Planned Backbone Capacity (Jan 2021)
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Jun 2021 (Optical) Bandwidth Capacity Plan
(Based on 29-year (adjusted) trend usage prediction analysis which includes Feb 2019 traffic data, and additional site input) 

*Rates in bits per second



ESnet Confidential – Do Not Redistribute

Data Transfer Analytics

Present work done by

Nagi Rao, Satya Sen

Oak Ridge National Laboratory

Zhenchun Liu, Raj Kettimuthu, Ian Foster

Argonne National Laboratory

International Conference on Machine Learning for Networking (MLN'2018)

Paris, France, November 27-29, 2018



1818  

Throughput Profile of infrastructure 
: Average-throughput as a function of Round Trip Time (RTT)     of pairwise connections
– Estimated from measurements of data transfer throughput to reflect: 

• TCP performance, data transfer infrastructures, file transfer tools, remote file 
mounts

– Its shape provides critical performance characterization: 
• smooth and concave: optimized data transfer infrastructure
• smooth and convex: performance bottleneck due to one or more components
• non-smooth: some unoptimized or underperforming sites

Here, we provide a systematic development of these analytics

Throughput Profiles of Data Transport Infrastructures

LNet Lustre
- uniform nodes

Production Globus file transfers
- site variations; non-smooth profileXDD Transfers

- uniform nodes

Courtesy Nagi Rao
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Peak IO rates: xddprof on hosts 
xfs: ~40 Gbps 
lustre: ~32 Gbps

Peak n/w throughput: 
    iperf: 0ms rtt 

TCP: > 9Gbps 
UDP/T: > 8Gbps

Network and IO Systems: Emulated Testbed
Wide-area file transfers involve complex systems

File transfers may involve complex file and host systems connected over long-haul connections

Courtesy Nagi Rao
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r

Data transfer infrastructure: Production, Testbed and Emulated
Sites vary: file system, transfer hosts, …

Measurements are collected at physical sites
Also, infrastructures emulated with uniform nodes

Courtesy Nagi Rao
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Single Scalar [0-1] captures the performance of entire infrastructure
▪ File transfers: file and IO systems
▪ Memory transfers: captures TCP performance

Utilization-Concavity Coefficient of

TCP

file

Esnet
Physical  
Testbed
Globus

Production
Esnet

Globus

Emulation 
Testbed

Best performing 
configurations: testbed and 
emulation

Show current 
performance 
and possible 
improvements

Courtesy Nagi Rao



Early investigations into Advanced ML 
Techniques applied to network data

• Leveraging signal processing: Fourier Transformations to find patterns

• Deep learning: LSTM architectures to predict multiple hours in the future
– Multiple hidden layers 

– New architectures (adding autoencoders)
22



What is changing?
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Fixed/
Scheduled

Flexible/
Interactive
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Monitoring and 
MeasurementOrchestration

and Automation

Compute 
Cluster

Data plane 
Programmable 

Switch

Smart Services Edge
Programmable, Flexible, Dynamic

Optical Services 
Transponder
Platform

Core Switch 
Router

“Hollow” Core
Programmable, Scalable, Resilient

Open Line System

Edge Switch 
Router

ESnet6 (“Hollow-Core”) Architecture Overview



“High-Touch”

• Flexible packet manipulation.

• Customizable (programmable) 
forwarding lookup functions.

• Configurable packet pipeline 
based on programmable switch 
processor.

“High-Touch” vs “Low-Touch” Services (Packets PoV)

“Low-Touch”

• Simple forwarding and 
filtering functions.

• Constrained (fixed) forwarding 
lookup functions.

• Static packet pipeline based 
on fixed Application-Specific 
Integrated Circuit (ASIC) 
functions.

“No-Touch”

• Opaque forwarding*.

*NB: Specific to P2P Wave Service.



FABRIC

• NSF award 
announced 
September 17th

• Opportunity for 
the R&E 
community to 
work on the 
holistic integration 
of Bits, Bytes and 
CPUs 

• Next week @ 
NSF’s CC* PI 
meeting



Global Friction-Free Data Exchange

• Multi-domain for R&E needs to extend beyond the boundaries of our 
connected networks

• ScienceDMZs, PRP, NRP, and GRP play an important role to promote this 
view, but we need to keep pushing the boundaries of the workflows and 
integration

• Without automation of this integration, cannot succeed manage the 
complexity
– APIs, model-driven etc. are important

• ESnet6 and FABRIC are forward-looking infrastructures that the 
community can use to solve the next-generation Data and Application 
challenges



Backup


